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ABSTRACT

ASSIGNMENT QUERY AND ITS IMPLEMENTATION IN
MOVING OBJECT DATABASES

With the rapid development of wireless communications as well as positioning
technologies, the concept of moving objects has become more and more important.
Moving Objects Databases (MOD) are being used in a wide range of location based
services that are of growing interest in many application areas. In the literature, several
queries such as nearest neighbor, reverse nearest neighbor, k-nearest neighbor, proximity
queries etc. have been considered in moving object databases. Differently from these, in
this thesis, a novel operator is proposed as a query type for moving object databases, and
also a possible implementation is presented. The aim of the proposed assignment query is
to solve the assignment problem, which is also known as weighted bipartite matching. In
short, our objective is to find a perfect matching between two set of objects in a manner
that minimizes the total cost. For instance, a set of people is to be assigned to a set of taxi-

cabs with minimal total travel time.

On the other hand, working with moving object databases, we have to give near real-
time responses to user queries to provide an efficient solution for the problem.
Unfortunately, the problem of finding a minimal-cost matching for a general bipartite
graph is known to have an O(N’) time algorithm. Thus, we realized that classical solutions
having a time complexity of O(N°) become infeasible for this type of moving object
database application. In this thesis, we propose an assignment query that responds in a
reasonable time period for MOD. Furthermore, we employ a Q+Rtree index structure to
cope with the high update and querying overhead of MOD. At the end, we discussed the
performance issues to improve efficiency and showed that the time complexity of our

application meets the needs of users in mobile environment.



OZET

HAREKETLI NESNE VERITABANI SiISTEMLERI iCIiN
ATAMA OPERATORU VE UYGULAMASI

Kablosuz iletisim alaninda oldugu kadar konum bulma teknolojilerinde de yasanan
hizli gelismeler sayesinde, hareketli nesneler kavrami gittikce Onem kazanmaktadir.
Hareketli Nesne Veritaban1 (Moving Object Databases - MOD) sistemleri, bir¢ok alanda
giderek artan bir ilgiye sahip olan konum tabanli hizmetlerde yaygin olarak kullanilmaya
baslanmistir. Literatiirde, hareketli nesne veritabani sistemlerine iligkin en yakin komsuyu
bulma, karsit en yakin komsuyu bulma, k - en yakin komsuyu bulma gibi bir¢ok sorgulama
cesidi mevcuttur. Bunlardan farkli olarak, bu tez ¢aligmasinda, hareketli nesne veritabani
sistemleri i¢in bir sorgulama tipi olarak yeni bir operator Onerilmis ve olasi bir uygulamasi
iizerinde durulmustur. Onerilen atama operatoriiniin amact, literatiirde agirlikli iki parcali
eslestirme olarak da bilinen atama problemini ¢ézmektir. Ozetle, amag, iki nesne kiimesi
arasinda maliyeti en aza indirecek olan kusursuz atamayi bulabilmektir. Ornegin, bir grup

miisterinin bir grup taksiye en az maliyetli olacak sekilde atanmasi gibi.

Hareketli nesne veritabani sistemi {izerinde calisiyor olmamiz dolayisiyla, probleme
verimli bir ¢oziim iiretebilmek i¢in kullanici sorgularina gercek zamana yakin sekilde
cevap verilmesi gerekmektedir. Ancak, en az maliyetli genel iki parcali eslestirme
probleminin zaman karmasikhigmm O(N°) oldugu bilinmektedir. Bu yiizden, probleme
iligkin bilinen klasik ¢oziim yontemlerinin hareketli nesne veritabami sistemlerinde
kullanilmas1 mantiksiz olacaktir. Bu calismada, mantikli bir zaman dilimi igerisinde yanit
verebilecek bir atama operatdrii Onerilmistir. Ayrica, hareketli nesne veritabani
sistemlerindeki yogun giincelleme yiikiinii karsilayabilecek bir Q+R aga¢ indeksleme
yapisindan yararlamilmistir. Son olarak, Onerdigimiz ¢Oziimiin verimini artirabilecek
performans konular1 iizerinde durularak uygulamamizin hareketli ortamdaki bir

kullanicinin isteklerini karsilayabilecek zaman karmasikligina sahip oldugunu gosterdik.
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1. INTRODUCTION

The rapid and continued advances in positioning systems, e.g., GPS, wireless
communication technologies, and electronics in general promise to render it increasingly
feasible to track and record the changing positions of objects capable of continuous
movement. The coming years will witness dramatic advances in wireless communications
as well as positioning technologies. As a result, tracking the changing positions of objects
capable of continuous movement is becoming increasingly feasible and necessary [10]. As
existing Database Management Systems (DBMS) are not well equipped to handle
continuously changing data, Moving Object Databases (MOD) are considered to keep track

of object locations and support location-aware queries [21].

To keep the track of moving objects and process user queries, the frequent location
changes are to be considered. In a moving object database system, location updates are sent
to the database dynamically. These location values are then used to evaluate the user
queries. Due to continuous changes in locations and limited resources (battery power,
bandwidth and etc.), it may become infeasible for the database to keep track of the actual
location of every moving object in the workspace [10, 20, 22]. Using the past values
provided by the database may result in inaccurate inferences. However, limiting the degree
of uncertainty between the actual location value and the database value makes the answers
to the queries more reliable. In other words, the user queries can be evaluated in a

probabilistic range that gives the approximate location of the object [21].

In literature, there are many types of queries for moving object databases. A survey
of query types in mobile environments is given in [29, 32]. One of the most commonly
used query type is range queries [14]. A range query describes a region in space and asks
for all points or the number of points in the region. Another widely-known query type in
MOD is nearest neighbor queries [13]. The nearest neighbor query ranks all objects in
terms of their distance from a query object. Apart from these query types, in this thesis, we

propose an operator for moving object databases as a new query type called ASSIGN_OBJ



that solves the assignment problem and we focus on a possible implementation for this

query.

Assignment problem is also known as the weighted bipartite matching problem in
literature. This means that the assignment is done over a bipartite graph. A graph is
bipartite if it has two kinds of nodes and the edges are only allowed between nodes of
different kind. A matching in a bipartite graph therefore assigns left-hand vertices to right-
hand vertices of the bipartite graph. The objective is to find a perfect matching between
these two set of nodes [23, 24]. In our work, left-hand vertices of the bipartite graph are
considered as query objects where right-hand vertices are data objects. Our goal is to

minimize the total cost after the assignment is completed.

The problem of finding a minimal-cost matching for a general bipartite graph is
known to have an 0(N3) time algorithm (see [11, 12] for this and other background on
matching). As we are working with MOD and have to response in real time, the degree of
the time complexity of the assignment should be reduced to an acceptable range. This
means that we cannot use the classical solutions for the minimal cost weighted bipartite
matching. Our proposed implementation for the assignment query tends to have an
approximately O(N) time complexity that seems suitable for MOD applications. As we are
dealing with users in a mobile environment, response time of the system should be
reasonable. This is because users tend to change their locations during the assignment
process. We intend to meet the needs of users in a mobile environment by employing a

linear-time matching algorithm.

We define three types of assignment queries depending on the following mobility

cases of query and data objects:

i. Both query and data objects are mobile
iil. Query objects are mobile while data objects are stationary

iii. Query objects are stationary while data objects are mobile

In this thesis, we concentrate on the third case above and propose a possible

implementation for this case. To give a motivating scenario, we can consider a number of



people requesting a service like taxi-cab, car assistance, first-aid unit or ambulance. In this
scenario, people are modeled as query objects and vehicles to service are modeled as data

objects.

Only the data objects send location updates to the moving object database. Thus, we
employ an efficient storage structure in order to keep the location values of the data objects
and process search queries. In our proposed system to process the assignment query, we
utilize a combined tree index structure, namely Q+Rtree (see [2]), for our moving object
database. Underlying reasons to choose this approach to build our storage structure are

explained below:

The design of index structures is based on both optimizing the search performance
and supporting efficient data updates. Although it is not stated clearly, index structures
assume that the rate of updates in a database system will be smaller than the rate of
querying. However, this claim is not valid for newly challenging areas like moving object
database systems. Updates are received continuously in those applications such a way that
the rate of updates may exceed the rate of querying. Consequently, index structures may
give infeasible results because of the large overhead of keeping the index updated with the
latest data. Recent efforts focus on indexing moving object data assuming that objects
move in a restrictive manner (e.g. in straight lines with constant velocity) [1, 2]. In this
work, we employ an index structure explicitly designed to perform well for both querying
and updating. We assume a more relaxed model of object movement. Our storage structure
is developed with a modified version of the combination of Q-tree [5] and R*-tree [3]

structures.

After in-depth investigation of the recent papers and publications in literature, we
observed that differentiating the fast moving objects from quasi-static objects reduces the
update cost to a great extent by utilizing a different index structure for each. In our storage
structure, which is a modification of Q+Rtree structure in [2], quasi-static objects are
stored in an R*-tree and fast moving objects are stored in a Quad-tree. Objects may switch
between these two trees when they change their moving status, e.g., if a data object moves
out of a range, it will change from quasi-static state into the fast-moving state. Although

R*-tree alone has a good query performance, it gives a poor index update performance.



Conversely, Quad-tree’s index updating performance is good (when an appropriate page
size is chosen), but its query performance is worse when compared with the R*-tree.
Combining these two tree structures together, a Q+Rtree gives better performance for both

index updating and query evaluation [2].

The rest of this report is organized in the following order. Firstly, in Section 2, we
introduce the preliminary concepts and related work to give a better understanding of the
proposed algorithms and supporting index structures in the system. In Section 3, the
proposed assignment query for moving object databases is presented, and a possible
implementation of it is described in detail. Also, the details of our storage structure are
given in Section 3. Performance issues are discussed in Section 4. Lastly, the thesis is

concluded in Section 5.



2. PRELIMINARY CONCEPTS AND RELATED WORK

To give a clear understanding of our work, we give information about preliminary
concepts and related work in this section. We believe that giving some introductory
information on our indexing structure will be reasonable to understand the subsequent

sections of this report.

As it is mentioned in Section 1, we utilized and modified a previously proposed
combined tree index in [2], namely Q+Rtree, in our storage structure. This combined index
structure is composed of an R*-tree and a Q-tree index. In this section, we give detailed
descriptions of R-trees (also, a possible R*-tree index for MOD is explained) and Q-trees

to clarify the construction of a Q+Rtree.

2.1. R-Tree and Q-Tree Index Structures

In this thesis, the moving object database system is composed of combined R*-tree
and Q-tree index structures [3, 5] to provide more efficient update and search mechanisms

on location data.

Taking the advantage of utilizing a digital map of the topographical area where the
moving objects are located and relaxing the object movement, the thesis is mainly
separated from the related work in literature. Our index structure handles fast moving and
quasi-static objects separately to take a more accurate picture of the reality and result in
better performance. There is no assumption made about the future positions of objects.
Objects are not obliged to move according to well-behaved patterns and there are no

restrictions, like the maximum velocity, placed on objects either.

As it is mentioned before, this thesis is based on the two categories of moving objects
called quasi-static objects and fast moving objects. Quasi-static objects are indexed over an

R*-tree while fast moving objects are indexed over a Q-tree:



Firstly, we observe that an appreciable number of the moving objects do not move at
high speeds in time. Those objects are in a quasi-static state, which means the object is not
completely static but rather is moving within a small region of space. For instance, two
customers call for a nearest taxi around. To assign the nearest taxi to a customer, taxi cabs
are considered as moving objects. Available taxi cabs may be stationary (parked / moving
very slow) or moving fast (driving for a customer). In this thesis, stationary ones are

treated as quasi-static objects and kept in the R*-tree.

Secondly, in our case, fast moving objects are considered as taxi cabs, ambulances,
first aid units, and etc. that are ready to service and already driving on a road or freeway.
These moving vehicles are moving at high velocities. Thus, rate of updates is also high. To
reduce the overhead of update cost, Quad-tree (Q-tree) indexing structure is used for fast

moving objects.

In the following sections, R*-tree and Q-tree indexing structures are explained in

detail to give a clear understanding of the thesis.

2.1.1. R-tree

Moving at smaller velocities, quasi-static objects are expected to have much lower
update frequency. The movement area of quasi-static objects is also small, e.g. a parked
taxi cab that waits for a customer in a taxi station, an ambulance waiting for an emergency
case in the garden of a hospital. For those quasi-static objects, using an R-tree based index

structure, proposed in [15], is preferable so as to provide good query performance.

R-trees are tree data structures that are similar to B-trees, but are used for spatial
access methods i.e., for indexing multi-dimensional information, (X, Y) coordinates of
geographical data. A common real-world usage for an R-tree might be: “Find all museums
within 2 miles of my current location”. The data structure splits space with hierarchically
nested, and possibly overlapping, boxes. Each node of an R-tree has a variable number of
entries (up to some pre-defined maximum). Each entry within a non-leaf node stores two
pieces of data; a way of identifying a child node, and the bounding box of all entries within

this child node [15, 25].



The insertion and deletion algorithms use the bounding boxes from the nodes to
ensure that nearby elements are placed in the same leaf node (in particular, a new element
will go into the leaf node that requires the least enlargement in its bounding box). Each
entry within leaf nodes stores two pieces of information; a way of identifying the actual
data element (which, alternatively, may be placed directly in the node), and the bounding
box of the data element. Similarly, the searching algorithms (for example; intersection,
containment, nearest) use the bounding boxes to decide whether or not to search inside a
child node. In this way, most of the nodes in the tree are never traversed during a search.
Like B-trees, this makes R-trees suitable for databases, where nodes can be paged to disk

when needed [26].

Furthermore, an R-tree is a height-balanced tree similar to a B-tree with index
records in its leaf nodes containing pointers to data objects. Nodes correspond to disk
pages if the index is disk-resident, and the structure is designed so that a spatial search
requires visiting only a small number of nodes. The index is completely dynamic; inserts
and deletes can be intermixed with searches and no periodic reorganization is required

[26].

A spatial database consists of a collection of tuples representing spatial objects, and
each tuple has a unique identifier which can be used to retrieve it. Leaf nodes in an R-tree
contain index record entries of the form (I, tuple-identifier) where tuple-identifier refers
to a tuple in the database and I is an n-dimensional rectangle which is the bounding box of

the spatial object indexed [15]:

I=o, It, I, ..., 1)

Here n is the number of dimensions and I; is a closed bounded interval [a,b]
describing the extent of the object along dimension i. Alternatively I; may have one or both
endpoints equal to infinity, indicating that the object extends outward indefinitely. Non-
leaf nodes contain entries of the form (I, child-pointer) where child-pointer is the address

of a lower node in the R-tree and I covers all rectangles in the lower node’s entries.



Let M be the maximum number of entries that will fit in one node and let
m < ( M/ 2) be a parameter specifying the minimum number of entries in a node. An R-

tree satisfies the following properties [15]:

a

Every leaf node contains between m and M index records unless it is the root.

b- For each index record (I, tuple-identifier) in a leaf node, I is the smallest rectangle
that spatially contains the n-dimensional data object represented by the indicated
tuple.

c- Every non-leaf node has between m and M children unless it is the root.

d- For each entry (I, child-pointer) in a non-leaf node, I is the smallest rectangle that
spatially contains the rectangles in the child node.

e- The root node has at least two children unless it is a leaf.

f- All leaves appear on the same level.

The following Figure 2.1 shows a sample for R-tree indexing structure:
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Figure 2.1. A sample R-tree index

All nodes in the R-tree, both internal nodes and leaf nodes, represent d-dimensional
hyper-rectangles. While the leaf level nodes are rectangles containing moving objects, the
rectangles for internal nodes contain rectangles one level below. The rectangle boundaries
should be kept as tight as possible in order to improve query evaluation. These rectangles
are called Minimum Bounding Rectangles or MBRs. On the contrary of B-Tree,
overlapping is allowed for the MBRs of nodes at the same level in an R-Tree.
Consequently, traversing several paths in the tree may be necessary to search an object in
one of the leaf rectangles. When a node becomes overfull it undergoes a split. Efficient
heuristics and pruning are used to reduce the expected number of paths visited by
subsequent searches [1].

In our storage structure, R*-tree index, which is a variant of R-tree, is used with
making slight changes to adapt our assignment problem. R*-tree structure is proposed in

[3] covering the following contributions:
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- The area covered by a directory rectangle should be minimized. i.c. the area
covered by the bounding rectangle but not covered by the enclosed rectangles, the
dead space, should be minimized. Thus, it will improve performance since

decisions which paths have to be traversed, can be taken on higher levels

- The overlap between directory rectangles should be minimized. Thus, also

decreases the number of paths to be traversed.

- The margin of a directory rectangle should be minimized. Here, the margin is
the sum of the lengths of the edges of a rectangle. Assuming fixed area, the object
with the smallest margin is the square. Thus, minimizing the margin instead of the
area, the directory rectangles will be shaped more quadratic. Essentially, queries
with large quadratic query rectangles will profit from this optimization. More
important, minimization of the margin will basically improve the structure. Since
quadratic objects can be packed easier, the bounding boxes of a level will build
smaller directory rectangles in the level above. Thus, clustering rectangles into
bounding boxes with only little variance of the lengths of the edges will reduce the

area of directory rectangles.

- Storage utilization should be optimized. Higher storage utilization will
generally reduce the query cost as the height of the tree will be kept low. Evidently,
query types with large query rectangles are influenced more since the concentration
of rectangles in several nodes will have a stronger effect if the number of found

keys is high.

In our work, the quasi-static data objects are vehicles like taxi cabs, ambulances, or
first aid units that waits for a call from people. These vehicles mostly stay motionless or
move at slow velocities in a small region to pick up a customer. Thus, we can place these
quasi-static objects in MBRs of our modified R*-tree structure. If we employ an R*-tree
for the quasi-static objects, they can move out of their current MBR with a small chance.
At this point, we can also take the advantage of using Lazy Update Approach proposed in

[4]. In this manner, a large amount of index updating overhead is decreased. This approach
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updates the structure of the index only when an object moves out of the corresponding
MBR. If the new position is still within the MBR, only the position of the object in the leaf
node is updated. Furthermore, if we take a look at the distribution of objects, quasi-static
objects are often crowded together (e.g. taxi stations, parked vehicles,...), which makes the
low-level MBR of the R*tree small and packed. This will increase the precision of the

index and speed up searching (in terms of efficient pruning during query evaluation) [2].

As we have a more relaxed approach in our work, we modified some properties of
the R*-tree described above. For instance, the number of object pointers in a leaf node
should not be limited. This means that there may be arbitrary number of vehicles in any
MBR. In addition, no overlaps between MBRs should be allowed. The modification we

have made for the R*-tree structure is detailed below:

(1) The level above the leaf nodes in the tree are for topographical regions.
Differently from a traditional R*-tree, no overlap between the nodes at this
level can occur. In a traditional R*tree, overlaps between MBRs at each level

are allowed.

(2) There are no presumed restrictions on the number of object pointers in the leaf
nodes. All objects that belong to a given topographical region are inserted
below that region. This also makes insertion an easier procedure since there is
only one place to insert an object. Conversely, in traditional R*tree, an object
could be inserted into any node and large amounts of computation needs to be

performed to determine which node it should be inserted into.

(3) Objects on the boundary of an MBR can easily move out of the current MBR. If
an object passes the boundary of its current MBR and then quickly returns into
that MBR, following insertions and deletions may be necessary. Thus, the
update performance can degrade. To prevent this problem, Extended MBRs
(EMBRs) proposed in [4] is used in our work. EMBR defined for only leaf

nodes is a slightly large bounding rectangle instead of an MBR. Unnecessary
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update cost is avoided by this approach. The EMBR is larger than the
corresponding MBR.

(4) There may be quasi-static data objects that are not assigned to any MBR. In our
work, we immediately assign these objects to the nearest MBR. This is a novel
approach for previous related works on R*-tree that also reduces the update cost
of the system. This is because quasi-static objects send updates only when they

move out of their current MBR.

A topographical R*-tree structure is given in Figure 2.2:

e o o
Yy 0o YY) <+ Topography
level
PP Leaves
<«— (Moving
objects)

Figure 2.2. R*-tree indexing structure

2.1.2. Q-tree

In our work, a Quad-tree index, proposed in [15], is employed for the modeling of

fast moving objects. The reason for not using an R*-tree indexing is that these fast-moving

objects are likely to often move out of their current MBRs. Thus, a significant increase is
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observed in the index updating cost. Furthermore, fast-moving objects are mostly probable
to be spread over a wide topographical region instead of staying together. If we have used
an R*-tree index for those fast moving objects, the leaf nodes would have to carry a great
number of objects and the querying performance would degrade expectedly. On the other
hand, Quad-tree indexing structure is a feasible solution for this case. In a Q-tree,
geographical area, where the fast moving objects are located, is separated into local
quadrants. Each quadrant is supposed to carry a certain number of objects. When the
number of the objects in such a quadrant is low, the coverage area of the quadrant can be
very large. Therefore, even if objects are moving fast, there is a small chance that the
object will move out of its current quadrant, which makes it easy to update the index. If the

object still stays in its current quadrant, no update to the index structure is needed [2].

The Quad-tree is a tree data structure in which each internal node has up to four
children. Quad-trees are most often used to partition a two dimensional space by
recursively subdividing it into four quadrants or regions. The regions may be square or
rectangular, or may have arbitrary shapes. This data structure was named a quad-tree by
Raphael Finkel and J.L. Bentley in 1974. A similar partitioning is also known as a Q-tree.

All forms of Quad-trees share some common features [5]:

e They decompose space into adaptable cells
e [Each cell (or bucket) has a maximum capacity. When maximum capacity is
reached, the bucket splits

e The tree directory follows the spatial decomposition of the Quad-tree

In a Q-tree, each node is split along all d dimensions, leading to 2¢ children. It was
originally designed for 2-dimensional data, so each node has four children. It is a rooted
tree so that every internal node has four children. Every node in the tree corresponds to a

square. If a node has children, their corresponding squares are the four quadrants.

Quad-tree structures have also received great interest in the field of image processing.
As it is described below, a quad-tree is a spatial data structure built by a recursive
decomposition of space into quadrants. Applied to images, it allows representing image

content, compacting or compressing image information, and querying images. In recent
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years, numerous image-based approaches have used this structure. The contribution of

quad-tree in image applications is confirmed by several authors in literature.

Dividing a region into four sub-regions and constructing a sample Q-tree is illustrated

in Appendix A and Appendix B, respectively.

Quad-trees can store many kind of data, we describe the variant that stores a set of
points. For the definition a simple recursive splitting of squares is continued until there is

only one point in a square. Let P be a set of points.

The definition of a quad-tree for a set of points in a square

0 =[xlp:x20] £ [ylp: y20]

is as follows:

- If [Pjl < 1 then the quad-tree is a single leaf where Q and P are stored.

- Otherwise let Qng, Qnw, Qsw and Qsg denote the four quadrants.

Let Xmia := (x1q + x2¢)=2 and ymiqa := (ylg + y2¢)=2, and define
Pxe :={p€P:px>Xmia and py > yYmia }

Pyw i ={ p €P: px < Xmig and py > ymia }

Psw :={ p € P: px<Xmia and py < Ymia } and

Psg :={p€P:px>xXmiqdand py < ymiqa }

The quad-tree consists of a root node n, Q is stored at n. In the following, let Q(v)
denote the square stored at v. Furthermore v has four children: The X-child is the root of

the quad-tree of the set Px for X € { NE, NW, SW, SE }[5].
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3. THE PROPOSED ASSIGNMENT QUERY AND THE SYSTEM
TO PROCESS IT

In literature, there are a number of well-known query types for MOD such as range
queries and k-nearest neighbor (k-NN) queries. These types of queries have received a lot
of attention from researchers working on MOD [29]. In this thesis, we focus on a novel
query type to solve the assignment problem in MOD. We call this type of queries as

Assignment Queries.

In assignment problem (also known in literature as the weighted bipartite matching
problem [23, 24]), the aim is to assign n items to another m items in a manner that
minimizes or maximizes an optimization objective. In this thesis, we propose an
assignment operator as a type of query for MOD and a possible implementation of it. In an
assignment query for MOD, we have two set of objects. The first set consists of query
objects that are requesting a kind of service, e.g. people calling an ambulance in an
emergency case, or a taxi-cab for transportation purposes. On the other hand, we have
another set of data objects that are dedicated for a kind of service such as vehicles like taxi

cabs, ambulances, and etc. An overview of the whole system is given in Appendix C.

We can define three different types of assignment queries by considering the mobility
of query and data objects. First type of assignment query may be defined on mobile query
objects and mobile data objects. The second type may be defined on mobile query objects
and stationary data objects. We can define the third type of assignment query on stationary
query objects and mobile data objects. In this thesis, we concentrated on implementation of
the third type of assignment query where the query objects are stationary and the data
objects are mobile. A good example for this type of query may be finding taxi-cabs for
people in a city. We concentrated on this example throughout the rest of the thesis. Also,

our implementation can be extended to support the other two types of assignment queries.
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Since moving object databases do not store the precise values of object locations at
all times, the solution of the assignment problem in MOD will not be exact. Thus, finding

an approximate solution for the assignment problem is also acceptable.

Proposed assignment query, details of our implementation and update mechanism of

our storage structure are explained in the following sections.

3.1. Proposed Assignment Query

Let P be the set of people with size M, V the set of vehicles with size N, and COST),,
the cost of a path between a person p and a vehicle v. A person has to be assigned to a
single vehicle and a vehicle only takes one person. We define an M*N sized binary array
variable, assign,,. The elements of this array take value 1 if and only if a person p is

assigned to a vehicle v, otherwise 0, as given in (1):

Forallp€ P, allv €V : assign, € {0, 1} (1)

The fact that a person p is assigned to a single vehicle v is given by equation (2).

Similarly, to express that a vehicle v services a single person p, we have constraints (3):

Forallp€P : },ev(assign,)=1 (2)
Forallv€EV : Y ,cp (assign,)=1 (3)

We minimize the objective function, which is the sum of COST), for the variables
assign,, that are at 1, as given in (4). The resulting mathematical model is formed by the

equations (1) to (4):

minimize Y ,ep ) vev ( COSTy, - assigny,, ) (4)

The assignment problem may be looked at as a flow problem [30, 35]. It is sufficient
to define a weighted bipartite graph G = (P, V, ARCS, COST),,), where P is a set of nodes
representing the people, V a set of nodes for the vehicles, and ARCS the set of arcs

describing the possible assignments of vehicles to people (Figure 3.1). Every arc (p,v) is



17

labeled with the weight COST,, that indicates the cost of the path between p and v. We
create a source node S that is connected to every person-node p by an arc (S, p). We then
also create a sink node 7 to which are connected all vehicle-nodes v by arcs (v ,7). An
optimal assignment corresponds to a flow in G with minimum total cost. Consequently, the
flow will trace M disjunctive paths from S to T that indicate the assignments. Note that the
total number of paths from S to T equals M at maximum. This is why there may be

unassigned vehicles in V after the assignment while all people in P must be assigned to a

vehicle.
P1 Vi
p2 O V2
P3 V3
D4 ORZi
S

Figure 3.1. An example for weighted bipartite graph and flow problem

The constraints given by equation (1) may be replaced by simple non-negativity
conditions. It is not necessary to specify that the variables assign,, must not be larger than
1 because this is guaranteed through the constraints (2) and (3). The model can be modified

to deal with sets of people and vehicles of different size as it is mentioned above. If, for
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instance, we have more people than vehicles, we keep the constraints (3) so that every

vehicle services one person. Thus, we replace the constraints (2) by (5).

Forallp€P : ) ,ev(assign,) <1 (5)

Certain assignments may be infeasible. In such a case, the value of the corresponding

variable assign,,, will naturally be forced to 0.

Finally, we can formulate ASSIGN_OB/J, proposed assignment query for our moving

object database, as follows:

ASSIGN_OB] ( P: set of people, OUTpv: output)
where,
P is an array structure that keeps the (X,y) coordinates and identity value of each
person,
OUTpy is a binary valued output matrix that keeps the person-vehicle assignment

results.

The assignment query does not take inputs like vehicle identity values, coordinates of
vehicles to be assigned, or costs of the paths between people and vehicles. This is because
we determine the information about the vehicles and costs for the weighted bipartite graph
by utilizing our moving object database. For instance, we find the candidate vehicles from

our dynamically updated database and then calculate the weights due to our cost function.

Our assignment query, ASSIGN_OBJ, begins with finding the candidate vehicles to
be assigned over the moving object database. Then, the costs of paths between people and
those candidate vehicles are computed before doing the assignment job. The costs of the
paths between each person and its candidate vehicles are placed as weights on our bipartite
graph. In the next chapters, candidate vehicle searching and cost computation processes are

also presented.
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3.2. Implementation of the Proposed Assignment Query

We have to determine the left-hand and right-hand vertices of the weighted bipartite
graph at first. In our case, left-hand vertices are sampled as people requesting a kind of
service from vehicles. These person-nodes are taken as input by the assignment query at
the beginning. We assume that the coordinates and path identity values of people are
collected from their PDAs or mobile phones. Then, we have to find out the right-hand
vertices of our bipartite graph. These left-hand vertices correspond to candidate vehicles to
be assigned. We determine the candidate vehicles for each person by traversing our
moving object database. Finally, to begin processing the assignment job, the weights of
arcs between left-hand and right-hand vertices are determined by the cost computation

process. All of these implementation steps are presented in this section.

First of all, we explain the index configuration of our moving object database in this
section. Giving information on our indexing structure will be helpful to clearly understand
the modules of our assignment query, especially the candidate vehicle searching process.
After giving details of our moving object database, we continue with explaining the

implementation modules of our assignment query.

3.2.1. Index Configuration of OQur Moving Object Database

All the index structures offered for moving objects in literature had to struggle with
two opposing requirements. The first one is about placing large capacity internal nodes in
order to prevent the objects from moving out of those nodes’ coverage area. In this
manner, the probability of changing the index structure after an update request decreases
noticeably. The second issue is on improving the querying performance. To enhance the
query processing over the tree index, utilizing small and tight internal nodes becomes
reasonable so that the index can efficiently support queries. We take the advantage of
separating quasi-static and fast moving objects by building a loose Q-tree index for fast
objects and a tight R*-tree index for quasi-static objects. Consequently, we succeed in

improving both update and querying efficiency using a combined Q+Rtree index [2].
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In this part, we describe how to construct the Q+Rtree index and then, clarify the
update mechanism of Q+Rtree. We also comment on how we modified the Q+Rtree and

adapt it to our problem.

3.2.1.1. Q+Rtree Index Construction

Building a Q+Rtree consists of three main steps. The process begins with
constructing the topographical R*-tree for quasi-static objects, then the Q-tree is
constructed for fast moving objects. Finally, these two tree index structures are combined
to form the Q+Rtree by linking the leaf nodes of each tree. This process is explained in the

following sections of the thesis.

3.2.1.1.1. Building an R*-tree for Quasi-static Objects

An R*-tree for the objects in quasi-static state can be simply built by either inserting
the objects one by one into the R-tree or performing a bulk loading operation [2, 31].
However, in our work, a different approach is chosen to build the index. We build an R*-
tree index over topographical regions where the quasi-static objects are densely located
instead of building the index using the individual quasi-static objects. Determining the
regions to build the index is done by means of analyzing geographical maps if available, or
investigating the past behaviour of objects, i.e. determining the regions where the free taxi
cabs are situated in a period of time. It is important to emphasize that the boundaries of the
topographical regions represented in the index structure should be specified carefully in
order to force quasi-static object not to move out of their current MBRs for a certain
amount of time. Once this index is created, the quasi-static objects are inserted into the
index while treating the topographical objects from the previous step simply as MBR one

level above the new leaf level — at which the objects are stored.

3.2.1.1.2. Building a Quad-tree for Fast Moving Objects

The second step is to build a Quad-tree over the entire map where the fast moving

objects are located by inserting all objects not in the slow-moving cells. This process is

identical to the regular Quad-tree operations.
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3.2.1.1.3. Combining the Quad-tree and R*-tree Structures (Q+Rtree)

It is obvious that the Q-tree and the R*-tree overlap topographically, as both of them
represent the objects on the same geographical area. For efficiency purposes, pointers are
located at the leaves of the Q-tree. Pointer of a quadrant in the Q-tree indicates that the
related R*-tree node is contained by or intersecting that quadrant. The R*-tree nodes
pointed to by a pointer in the Q-tree can be at different levels. A sample Q+Rtree for our

case is illustrated in the Figure 3.2 and Figure 3.3 below:

Taxi
station

@ Quasi-static objects

O Fast moving objects

Figure 3.2. An example city map
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Q2
Q12 Q11
MBR1
Q13 Q14
3 Q4 MBR4
MBR3
MBR2
Q-tree R*-tree
Q1 || Q2 || Q3 || Q4 MBR1 || MBR2 || MBR3 || MBR4

Q11 Q12 Q13 Q14

TN

Figure 3.3. Constructing a Q+Rtree

3.2.1.2. Updating the Q+Rtree

We described how to construct the Q+Rtree. In this section, the update process of

previously constructed Q+Rtree is explained.
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When an update arrives with an object’s new location, it could be one of the

following cases [2]:

1. The object is currently in the R*-tree, and its new position is still in the R*-tree. We

need to check if its current MBR contains the new location or not.

(a) If the new position is still in its current MBR, just modify the position of that

object in the leaf node.

(b) If the new position is not in its current MBR, delete it from current node and

insert it with its new position.

2. The object is currently in the R*-tree, its new position is not in the R*-tree: Since the
R*-tree contains all the slow moving regions, this corresponds to the scenario that the
quasi-static object leaves the slow-moving area and moves into a fast-moving area, such as

a freeway. The object should be deleted from the R*-tree and inserted into the Q-tree.

3. The object is currently in the Q-tree, and its new position is in the R*-tree: This means
that a fast moving object leaves the fast-moving area and moves into a slow-moving area.

The object should be deleted from the Q-tree and inserted into the R*-tree.

4. The object is currently in the Q-tree, and its new position is still in the Q-tree: This
means that a fast moving object keeps moving in the fast-moving area. Thus, we need to

check if its current quadrant contains the new location or not.

(a) If the new position is still in its current quadrant, just modify the position of that

object entry.

(b) If the new position is not in its current quadrant, delete it from current node and

insert it into the new node.

In [2], it is mentioned that most of the objects are in slow-moving areas and stay in

quasi-static states most of the time. It is also reported that the majority of the situations are
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expected to be Case I.a above that does not result in a large update overhead. In our
proposed system for the assignment problem, this presumption is not always valid since we
only keep the vehicles in the Q+Rtree index. In other words, the vehicles in a quasi-static
state may not stay in its current MBR for a long period of time. After a call from a person,
the requested vehicle begins to move and, then we have to treat that object as a fast moving
object to be placed in Q-tree. Thus, we propose a novel algorithm for the update process of

Q+Rtree.

The objects in the Q+Rtree index may be in quasi-static mode or moving at high
velocities time to time interchangeably. Therefore, we had to revise our update algorithm
to get over this problem. The proposed solution is about giving first priority to traversing
the Q-tree index when finding the location of the object position to be updated. By this
means, we find the probable quadrant of the object in the Q-tree index, and then, link to the
leaves in the R*-tree if necessary. The benefit is that we do not make unnecessary
traversals over the R*-tree as the Q-tree and R*-tree overlap topographically and there are

links between the leaves of both tree indexes.

To reduce update overhead of the system, a quasi-static object sends a location
update only when it leaves its current MBR due to the Lazy Update Approach.. On the
other hand, a fast moving object have to send a location update only when it passes to a

new quadrant or slows down and turns into quasi-static state.

The proposed algorithm for the update process is illustrated in Figure 3.4.



An update
arrived?

Yes

Find its position
in Q-tree

l

Is its new position still in its
current quadrant?

25

Find the new leaf
quadrant in Q-tree

Yes Is new position very close to
to any MBR of that quadrant?

A 4

Assign the object to Assign the object to
that MBR in R*-tree that quadrant in Q-tree

End

Figure 3.4. Flow diagram of updating Q+Rtree process



26

3.2.2. Finding Candidate Vehicles From Moving Object Database

To solve the assignment problem, we have to find out the candidate set of vehicles
denoted by V in the previous sections. Using all the vehicles on the area to form the set V
would be a performance reducing approach. The elements of set V are determined by using
all the topographical area covered by our moving object database by choosing reasonable
ones to assign. Any vehicle v on the area may be a candidate vehicle for a customer p.

Thus, we cannot presume the right ones at the beginning.

For instance, let a person p wants to call a taxi cab. There may be a number of
appropriate vehicles (taxi cabs driving on a freeway or waiting in a taxi station) to be
assigned around that person’s area. To choose the candidate vehicles to be assigned, we
begin from searching the Q-tree in our moving object database. We traverse the Q-tree

from the root to the leaves, and then link to the leaves of R*-tree by means of pointers.

As it is mentioned in Section 2, the Q-tree index is built as a logical partitioning of
the topographical area we are working on. Therefore, we can also find the specific
quadrant of a person on the Q-tree. We traverse the Q-tree from the root to the leaves, and
find the leaf quadrant that accommodates person p. Since the leaf quadrant to be searched
for candidate vehicles is found, we add all vehicles in this quadrant to our candidate
vehicle set V. Then, we keep on searching over R*-tree using the pointers at the leaf level
of Q-tree. Thus, we are able to access the MBRs of R*-tree without traversing R*-tree

from the root to the leaves.

After all, there is still a probability of not finding any candidate vehicle for an
individual person. We have to keep on searching the Q+Rtree in order to find at least one
candidate vehicle for that person. To realize this, we jump to the neighbor quadrants of the
current leaf quadrant on the Q-tree. Then, we repeat the same operations for all the
neighbors. If there is still no candidate vehicles found, that person will unfortunately stay
unassigned instead of being assigned to an unacceptably far vehicle. The flow diagram for

the process above is in the following Figure 3.5.
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Figure 3.5. Flow diagram of finding candidate vehicles
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3.2.3. Cost Computation

After determining the candidate vehicles to be assigned, we have to compute the path
costs between each person and its candidate vehicles. This corresponds to computing the
weights of the edges, namely ARCS, on the bipartite graph of the sets P and V. As we are
working on a road network, it can be said that the cost of a path between a person p and a
vehicle v is equivalent to the travel time between these two points. Furthermore, in a road
network, travel time cannot be viewed as just the distance between two points because of
some physical limitations, e.g. maximum speed restrictions on a road, narrowness of

certain streets, traffic load, and etc.

We base our study on these observations and make further observations as follows:
Firstly, moving objects with a few exceptions follow certain paths such as a route on a
highway system. Such paths on which moving objects move have physical limitations such
as the number of lanes and/or route conditions. In addition, based on our everyday
experience, we can expect that as the number of vehicles in a section of a route increases,
the average speed of the vehicles decreases. This is supported by a report from the Texas
Transportation Institute [6]. The report observed that as the daily traffic volume (the
average number of vehicles observed in a day at a location) increases, the average speed of
vehicles decreases. This leads to an increase in travel time between two points.
Consequently, when calculating the path cost between a person p and a vehicle v, we place

higher cost values for such cases.

Initially, we assume that the digital map of the topographical area we are working on
is given. Thus, we also have the real distance values between the certain points of the road
network. Briefly, the cost of a path (a, b) is determined by using both the real distance

value and the average speed of vehicles on that specific path as follows:

Costy, = ( distance of (a,b ) ) / (average speed on (a,b))

(Average speed value is determined by using past behavior of vehicles on the related

specific path at certain periods of time in a day. )
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The difficulty is that with continuously moving data points and alternative paths
between the points present, we must continuously recompute the shortest paths utilizing
the cost values calculated as above. We foresee that computations for calculating the
shortest distances at run-time become too expensive in the mobile setting. Instead, we use
an existing shortest path algorithm, Dijkstra’s Algorithm [8], before the cost computation
process for each arc from P to V. Pre-computation of the shortest distances between any
pair of nodes in the road network provides a noticeable speed up during the cost

computation process [7].
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Figure 3.6. Computing weights on a road network

(i) p and v are on different edges

(i1) p and v are on the same edge on the road network

The Figure 3.6 may be a good example to understand how we compute a weight on
the bipartite graph of P and V. Calculating the weight of an arc between person p and

vehicle v is explained below with the parameters given in the Figure 3.6:
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IF p and v are on different edges on the road network (Figure 3.6 case 1)
D1 = SP, +d, + dy
D2 = SP,y + d, + dy
D3 =SSPy, + dp + di
D4 = SPy,y + dp + dy
COST,, =min(D1, D2, D3, D4)
ELSE IF p and v are on the same edge (Figure 3.6 case ii),

Dl =1d,—d,*I
X=dab—D1
D2 =SP, +x

COST,, = min(D1, D2)
where,
SP;; : The cost of shortest path between I and j

d.p ¢ The cost of edge between a and b
3.2.4. Matching Algorithm

In this thesis, we propose an assignment query for MOD, where all people requesting
service at a time are known in advance. This means that the person-set P is known at the
beginning, and does not change online during the assignment process. The algorithm for
the assignment query, ASSIGN_OBJ, works offline. We intended to make our offline
algorithm’s runtime significantly faster than the people’s arrival rate. Thus, we

approximate the online setting as well (see [37, 38] for online algorithms).

We have to give near real-time responses to user queries to provide an efficient
solution. This is why the data objects, vehicles, will be still moving during the assignment
job. Unfortunately, finding a minimal-cost matching for a general bipartite graph has time
complexity O(N°) [11, 16, 33, 34]. Thus, we realized that exact solutions having such a
time complexity would be infeasible in our moving object database application. Using a
faster approximate algorithm for the assignment query seems to be a reasonable choice. A

survey of approximation algorithms for combinatorial optimization problems is given in

[27, 36].
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An approximate algorithm is a way of dealing with NP-completeness for
optimization problem. This technique does not guarantee the best solution. The goal of an
approximation algorithm is to come as close as possible to the optimum value in a
reasonable amount of time which is at most polynomial time [18]. For instance, let ¢ be the
cost of solution produced by approximate algorithm and ¢ be the cost of optimal solution.
For our minimal cost bipartite matching problem, we are interested in finding a solution in

the set of feasible solutions such that (¢ /¢") be as small as possible.

Approximation algorithms for the weighted matching problem have been used in
practice already for a long time. This is because many real world problems require graphs
of such large sizes that the running time of the fastest available weighted matching
algorithm is too costly. On the other hand, approximation algorithms for the weighted
matching problem are very fast, and nevertheless produce very good results even if these
results are not optimal. Their good running times are one of the main motivations for using
them [18]. Furthermore, approximation algorithms proposed for weighted matching in
general graphs fits our problem. This is because weighted bipartite matching is a subset of
this general problem. Since bipartite graphs are useful for modelling matching problems,

bipartite matching may give better results compared to matchings on general graphs.

The quality of an approximation algorithm for the weighted matching problem is
measured by its so-called performance ratio. An approximation algorithm has a
performance ratio of c, if for all graphs it finds a matching with a weight of at least ¢ times

the weight of an optimal solution [27].

In literature, we have found several linear time approximation algorithms to solve
maximal weighted matching problem. We have chosen the best one and easily adapt it to

our problem in order to obtain minimal cost matching.

Preis [19] presented a linear time approximation algorithm for the weighted matching
problem with a performance ratio of ¥2 . He combined the advantages of the the greedy

algorithm in Figure 3.7 and the maximal matching algorithm in one algorithm.
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Greedy Matching ( G=(V: vertices, E: edges), w: E > R,)
I M:=0
2 while E # 0 do begin
3 let e be the heaviest edge in E
4 addetoM
5 remove e and all edges incident to e from E
6 end
where,
M is a matching in graph G(V,E).

Figure 3.7. The greedy algorithm for finding maximum weight matchings

Drake and Hougardy, in [17], proposed another linear time approximation algorithm
with a performance ratio of ¥2 . The main idea is to grow two matchings simultaneously

and return the heavier of both as the result. They also find the two matchings in a greedy

way. Their algorithm and its analysis are simpler than that of Preis [19].

To the best of our knowledge, the most promising approximation algorithm suitable
for MOD is proposed by Drake and Hougardy [18], which runs in linear time and has a
performance ratio of %. The main idea of their algorithm is to start with a maximal
matching M and to increase its weight by local changes. These local changes which they
call short augmentations add in each step at most two new edges to M while up to four

edges of M are removed.

We adapted the idea in [18] to our minimal-cost weighted bipartite matching
problem. This algorithm has a linear time complexity and gives a good performance ratio
of % that is suitable for our MOD application. As the algorithm in [18] is proposed for the
maximal matching, we inverted the weights on our bipartite graph and used these inverted
weights as the input of this maximal matching algorithm. If, for instance, we have a cost of
25 on an edge of the bipartite graph, we invert this value as 1/25 and use it in the maximal
matching algorithm. This inverted value may be considered as the profit of a customer to

be assigned to a taxi-cab. Profit values closer to 1 are naturally more suitable for a
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customer. Consequently, the algorithm becomes convenient to solve our minimal-cost

matching problem by maximizing the total profit.
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4. COMPARATIVE PERFORMANCE RESULTS

After presenting the proposed assignment query type and its implementation, we
comment on the performance evaluation issues of our thesis in this section. Firstly, we
summarize the approaches to increase overall performance of the system. Then, the
detailed information about the simulation program is given. At the end, we discuss the
comparative performance results to verify that our proposed system meets the needs of

users in mobile environment.

We made several performance increasing suggestions for our moving object
database. The important ones can be summarized as follows: Firstly, there is always a
performance gain when updating and querying the Q+Rtree index. Since we begin
searching from the Q-tree, we prevent unnecessary traversals over the R*-tree by means of
links between the leaves of both tree structures. Another issue is about reconstructing the
Q+Rtree index at certain time periods. For instance, the daily traffic load may change in
different hours of a week day. Thus, taxi-cabs may wait for customers in different locations
on the road network due to this traffic change. Reconstructing the Q+Rtree in morning and
evening hours in a day may lead to a certain performance increase. Likewise, recomputing
the shortest paths on the road network points out another performance gain. As it is
mentioned before, we calculate shortest distances between two points with considering
both real distances and traffic load. Also, as the daily traffic tends to increase in morning
and evening hours, we recompute shortest paths to provide a better performance. In
addition, using an approximate algorithm to find the shortest paths may fasten our system.
This is why we are working with a road network of a whole city that corresponds to a

dense graph in memory.

To analyze the performance results of the matching algorithm for the assignment
query, we have written a simulation running on a computer having 3 GHz Pentium IV
processor and 1024 MB of internal memory. The operating system, on which the
simulation works on, is Microsoft Windows XP Professional Version 2002 with Service

Pack 2. We have used the C++ programming language for the implementation and our
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development environment is Microsoft Visual C++ 6.0. We have implemented the
matching algorithm in [18], which finds an approximate maximal weighted matching in
linear time. We have adapted this algorithm to our special case in order to find a minimal
matching. To give comparative performance results, we have also implemented the
Hungarian algorithm in [16] and a greedy algorithm. Hungarian algorithm gives an exact
solution with a time complexity of O(N°). Greedy algorithm produces an approximate

result for the minimal weighted bipartite matching.
4.1. Details of the Simulation Program

The simulation program has been written by the C++ programming language on MS
Visual C++ 6.0 development environment. The program may be run for different cases by
changing the parameters, e.g. number of people, number of vehicles, random seed for cost
values. These parameters are used to evaluate the performance of the three matching
algorithms used. A sample run of the simulation program for 10 people and 10 vehicles is

illustrated below (using the greedy matching algorithm):

MNumber of people: 18 -
Number of vehicles: 18 =

Cost matrix:
72 71

61 38 67 83 26 41 18 31 e
L 5 57 65 ? 67 47 38 78 53 4 1]
[ 97 45 8 38 82 ] 88 16 71 2% 1
L 59 67 42 i6 28 92 il 11 5 68 1
[ 85 81 67 i@ 95 43 23 68 52 98 1
[ 22 2 84 85 86 41 9 57 67 65 1
[ 84 95 78 24 46 22 i 78 41 17 1
L 41 3 56 71 1 41 81 29 79 72 1
L 28 20 22 38 41 %6 89 65 5 44 ]
L 17 32 31 71 29 65 36 58 523 188 1

Assignment:

e ——————————
IS
SHIOLIDEZ
HEDoRooEm
DEoaEREFOIE®
QHERAOLIDI@®
IEEHEIIEEE®
EEERFRIEEE®
IEEEEEEFE&E
IEEEEIFIE®Z
DEDERED@RE@E
ot bl ol bl o b e b el d

Total cost is 122.9@
Press any key to continue

. sl

Figure 4.1. A sample run of the simulation program
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The output of the simulation program may be also written to a file chosen by the user.
This is because the number of people and vehicles may vary from 100 to 100,000 for
different cases. In order to evaluate the performance of the matching algorithms, the choice
of random seed is important. As the program produces random cost values at each run, the
same random cost values should be used for each matching algorithm for the
corresponding case. For instance, the cost matrix in Figure 4.1 should be also used for
Hungarian algorithm and DH algorithm in [18] without any change. By substituting the
same random seed in the program, we are able to produce the same cost matrix for each

matching algorithm at each run of a chosen case.

4.2. Methodology

As iti is mentioned in the previous section, we have chosen the DH (Drake-
Hougardy, [18]) algorithm for the matching algorithm in our thesis. We have also
employed the Hungarian algorithm in [11] and a greedy approach to compare with the
performance results of the DH algorithm. We have worked on 100 to 100,000 people and

vehicles in order to demonstrate the scalability.

We have focused on two performance metrics, which are execution time and total
cost. Execution time of the matching algorithm is an important issue in the mobile setting.
While the program runs, people and vehicles tends to move physically. After the matching
is found by the algorithm, these people and vehicles may be too far away from their old
positions. The algorithm should work as fast as possible to meet the needs of a user. Thus,
we compare the execution times of the three algorithms whether they are satisfactory or not
in the mobile setting. Another important performance issue is the total cost after the
assignment of people and vehicles. As DH algorithm performs an approximate weighted

matching, the total cost of the assignment should be within reasonable boundaries.

On the other hand, we have tested the DH algorithm with different type cost matrices
and different number of people and vehicles. This means that the cost matrix may have
values from a large interval or small interval. Values from a large interval correspond to
the case that the majority of people and vehicles distributed relatively far away from each

other in the geographical area. Values from a small interval correspond to the case where
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people and vehicles are located relatively close to each other. In addition, the number of
people and vehicles to be assigned may not be equal. To evaluate the performance of the
three algorithm for this case, we have run the simulation where M (number of people) =

2*N (number of vehicles), and vice versa.

Lastly, we focused on the DH algorithm’s sensitivity to the number of vehicles. We
observed the execution time and total cost values of the DH algorithm, where the number
of people is constant and the number of vehicles increases step by step. We employed four
cases for the constant value: 100, 1,000, 10,000 and 100,000 people. We investigated the
change of execution time and total cost values for these cases in order to simulate the
behaviour of the proposed system in different situations. This is why the daily traffic load

in a road network may differ in different hours in a day, or different days in a week.

4.3. Performance Results

In this section, time complexity and efficiency results of the chosen matching
algorithms are given for the cases mentioned above. Firstly, execution time and total cost
changes are illustrated for each algorithm. Results for randomly chosen cost matrices and
different number of people and vehicles are given. At the end, the DH algorithm’s

sensitivity to the number of vehicles is discussed with resulting graphs.

4.3.1. Results for Randomly Chosen Costs

According to the physical distribution of people and vehicles on the geographical
area, the travel time between a vehicle v; and a person p; may change. If the vehicles and
people are distributed relatively far away from each other, the cost of travelling from v; to
p; will be costly in terms of travel time. Thus, the total cost of the assignment will increase.
In the other case, people and vehicles may be located relatively near to each other. This
means that the travel time from a vehicle v; to a person p; will decrease considerably. Also,
the execution times of the matching algorithms are expected to differ for both cases. In this

section, the resulting graphs from our simulation program are given for the two cases.
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4.3.1.1. Results for Relatively Large Cost Values

Large cost values correspond to people and vehicles distant from each other on the
geographical area. In other words, most of the candidate vehicles for a person will be far
away. The Figure 4.2 illustrates the execution times of DH, Hungarian, and greey
algorithms. The number of people and vehicles are equal to each other in each step. For
instance, the value 50,000 in the x-axis corresponds to 50,000 people and 50,000 vehicles

are included in the simulation.

Comparative Execution Times
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Figure 4.2. Time complexity of matching algorithms for large cost values

It is obvious that the execution time of Hungarian algorithm is the worse, as its time
complexity tends to O(N°). DH algorithm outperforms the other ones as the number of
people and vehicles approaches to 100,000. Thus, DH algorithm becomes convenient for a
mobile environment as it has a linear-time complexity. Execution time of DH algorithm is

shown in Figure 4.3 for the same case:
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Execution Times for DH algorithm
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Figure 4.3. Time complexity of DH algorithm for large cost values

After comparing the execution times of the matching algorithms, changes in total
costs are evaluated. As Hungarian algorithm performs an exact solution for the problem,
minimal total cost value is guaranteed. It is also known that DH algorithm has a
performance ratio of %3. Thus, we expect that DH algorithm will produce %33 larger total
cost value when compared to Hungarian algorithm. Greedy algorithm produces total cost
values relatively close to the Hungarian algorithm. Resulting graph from our simulation

program is given in Figure 4.4.
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Comparative Total Costs
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Figure 4.4. Total costs produced by the matching algorithms for large cost values

4.3.1.2. Results for Relatively Close Cost Values

If people and vehicles are located close to each other on the geographical area, the travel
time between a person and its candidate vehicles will be relatively small. This situation
affects the total cost of the assignment and execution time of the algorithms. The results

are shown in Figure 4.5 and Figure 4.6.
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Figure 4.6. Total costs produced by the matching algorithms for close cost values

In Figure 4.5, it is seen that the execution times of the matching algorithms decreases

at a small rate when compared to the case in Section 4.3.1.1. In Figure 4.6, total cost values

produced by greedy algorithms tends to approach Hungarian algorithm differently from

DH algorithm. DH algorithm still produces approximately 33% worse values than
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Hungarian algorithm. It can be said that greedy algorithm may be convenient for small
cities, where people and vehicles are distributed not too far away from each other. On the
other hand, DH algorithm outperforms greedy algorithm in execution times. For big cities,
DH algorithm is the best one to choose when the number of people and vehicles increase
although they are located closer or far away from each other. It runs within approximately

70 seconds for about 100,000 vehicles and people. This is acceptable in the mobile setting.

4.3.2. Results for Different Number of People and Vehicles

The number of people and vehicles to be assigned may change in a day. Number of
people may be larger than candidate vehicles to be assigned, or vice versa. In this section,
behaviour of the three matching algorithms is observed when the number of people and
vehicles are different. In the first case, the number of people is twice the number of
vehicles. In the second case, the number of vehicles is twice the number of vehicles. These

cases are chosen to observe the average cases for the number of people and vehicle.

4.3.2.1. Results for Higher Number of People

If the number of available vehicles are too few at a time, then the number of
candidate vehicles to be assigned will decrease. As an average case, candidate vehicles
may be half of people need to be assigned. Different cases studied in our simulation are
given in Table 4.1. Comparative execution times of DH, Hungarian and greedy algorithms

are shown in Figure 4.7 regarding the cases in Table 4.1:



Table 4.1. Cases for higher number of people

Case Number Of Numl_aer (0
People Vehicles
1 100 50
2 250 125
3 500 250
4 1.000 500
5 5.000 2.500
6 7.500 3.750
7 10.000 5.000
8 25.000 12.500
9 50.000 25.000
10 75.000 37.500
11 100.000 50.000
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Figure 4.7. Time complexity of matching algorithms for cases in Table 4.1

As it is seen, execution times of the three matching algorithms decrease when

compared with the cases in Section 4.3.1 and 4.3.2. This is why there are less number of

vehicles to be assigned. Half of the people are not assigned to any vehicle. This means that

the number of comparisons to choose candidate vehicles decreases to half. DH algorithm

still outperforms Hungarian and greedy algorithms in execution time.
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Total costs produced by the three matching algorithms are illustrated in Figure 4.8.
Until the case 4 in Table 4.1, DH approximation algorithm is better than greedy algorithm.
Greedy algorithm produces more close values to Hungarian algorithm for large number of
people and vehicles. As DH algorithm has minimum execution times compared to the other

two algorithms, it still seems the most promising one for our mobile environment.
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Figure 4.8. Total costs produced by the matching algorithms for cases

in Table 4.1

4.3.2.2. Results for Higher Number of Vehicles

If the number of people is less than the number of vehicles in the system, there may
be more vehicles to be chosen a candidate. It is expected that the execution times of the
matching algorithms will increase considerably. As the number of candidate vehicles tend
to be more than the number of people, comparisons to find the final assignment will

icrease, t0o.

Table 4.2 lists the cases which are considered in the simulation. Figure 4.9 and 4.10
are the resulting graphs showing the execution times and total costs produced by the three

matching algorithms, in turn.



Table 4.2. Cases for higher number of vehicles

Case Number Of Numl_aer (0
People Vehicles
1 50 100
2 125 250
3 250 500
4 500 1.000
5 2.500 5.000
6 3.750 7.500
7 5.000 10.000
8 12.500 25.000
9 25.000 50.000
10 37.500 75.000
11 50.000 100.000
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Figure 4.9. Time complexity of matching algorithms for cases in Table 4.2
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Figure 4.10. Total costs produced by the matching algorithms for cases
in Table 4.2

As it is expected, execution times of the three algorithms tend to increase. In Figure
4.10, it is seen that greedy algorithm produces almost the same total cost values with the
Hungarian algorithm. Until case 6 in Table 4.2, greedy algorithm and DH algorithm has
near execution times. We can conclude that greedy algorithm may be convenient until
3,750 people and 7,500 vehicles. After case 6, DH algorithm outperforms greedy algorithm

in execution time, and becomes more convenient for users in a mobile environment.

4.3.3. Results for DH Algorithm’s Sensitivity to Number of Vehicles

In the previous sections, we have shown that DH algorithm is the most promising
matching algorithm for our mobile environment application. In this section, DH
algorithm’s sensitivity to the number of vehicles in the system is discussed. We keep the
number of people at a constant value (each color represents a constant number of people)
while the number of vehicles is increased from 100 to 100,000. To evaluate the changes of
execution time and total cost, we employed four constant values for the number of people:

100, 1,000, 10,000 and 100,000.



48

Comparative Execution Times for DH Algorithm

80
- 1w
g 70
£ 60
g 50 o A
": 40
S 301 / |
3 20 /4(
Q
x 10
& "0 5 1 “"___‘_‘ﬁ*—_:_—:’;ﬁ
S S LSS S

\.Q Q_)Q A ,\Q > qf-) > bQ.Q /\b S \QQ S

Number of vehicles

—o—P=100 —=—P=1,000 —a— P=10,000 —m— P=100,000

Figure 4.11. Comparative execution times of DH algoritm for constant number of people

In Figure 4.11, P is used for the number of people. For P=100 and P=1,000, DH
algorithm has apprioximately same execution times. For P=10,000 and P=100,000, DH
algorithm becomes sensitive to the number of vehicles and execution time of the algorithm

increases seriously.
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Figure 4.12. Comparative total costs produced by DH algorithm for constant number of

people
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In Figure 4.12, total costs produced by DH algorithm for different constant values of
number of people are shown. For P=100 and P=1,000, DH algorithm produces
approximately same results. For P=10,000 and P=100,000, we can see that total cost

increases considerably and so, the algorithm becomes sensitive to the number of vehicles.

In Figure 4.13, total cost changes of DH algorithm for P=10,000 above is given.
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Figure 4.13. Total costs produced by DH algorithm for 10,000 people

In the Figure 4.13 above, total cost values tend to increase until the number of
vehicles reaches 10,000. After the number of vehicles increase from 10,000 to 100,000,
total cost values begin to decrease. This can be explained as follows: If the number of
vehicles becomes greater than the number of vehicles, then the number of candidate
vehicles is to increase. As the number of candidate vehicle increases, the algorithm has

more alternative cost values to find a more efficient solution.
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S. CONCLUSION

Considering the great application demands for moving object databases, to be able to
efficiently locate and answer queries related to the position of these objects in time became
very important. More specifically, modern applications, such as Mobile Computing and
Geographic Information Systems, make the development of research within this field
inevitable. In this thesis study, we proposed a novel operator as a query type for moving
object databases to solve the well-known assignment problem that is also called weighted
bipartite matching. We also described the details of a possible implementation of this query
type. We focused on the case that query objects are stationary and data objects are mobile.

Our goal was to find a matching that minimizes the total cost.

After realizing that classical solutions for the minimal-cost bipartite matching tends
to have a time complexity of O(N’), we decided to use a linear time algorithm to
implement the assignment query. We have chosen the best known approximation algorithm
proposed by Drake and Hougardy in [18], which runs in linear time and has a performance
ratio of %5. Since this algorithm was proposed for maximal weighted matching, we had to
adapt this algorithm to our minimal cost weighted matching problem. During the
implementation of the assignment query, we needed to calculate shortest paths between
data points for cost computation module. As calculating the shortest paths in real time is
too expensive in a MOD application, we chose to utilize pre-computed shortest paths, and

then just use them in the algorithm.

Furthermore, we presented a combined tree index structure, called Q+Rtree, to
efficiently process the location updates coming from data objects. We also utilized the
Q+Rtree structure in the algorithm of the assignment query in order to find the candidate
vehicles (data objects) to be assigned as fast as possible. Consequently, we achieved in
defining an assignment query type for MOD by producing the result within an acceptable

period of time in the mobile setting.

This thesis is an initial study to define a new operator as a query type for moving

object databases. The matching algorithm to assign the data objects and query objects
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could be improved to find an optimal solution. As we are working in mobile environment,

obligation of providing a resonable response time should not be neglected.
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APPENDIX A: PARTITIONING A REGION WITH A Q-TREE

Q-tree index separates the space into four sections in each step.

A
Attribute

INDEX

North-West

North-East

N

Indexed space

South-West

South-East

Figure A.1. Indexing space with a Q-tree index



APPENDIX B: REPRESENTING A REGION WITH A Q-TREE
INDEX

Q-tree representation of a geographical region is illustrated below:

. <+— Indexed space

. |NE ()NW ()sw | SE

Figure A.2. Q-tree representation of a geographical region
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APPENDIX C: OVERVIEW OF THE WHOLE SYSTEM

The following figure is overview of the whole system to process the proposed
assignment query. Mobile users (e.g. people and vehicles) send location updates to MOD
by receiving their current position from GPS. Mobile Service Provider is used by mobile
users to request the service from our application. It provides an interface between mobile
users and application. Our assignment query application also responds the assignment

result throughout Mobile Service Provider.

Location

updates
e

People and
Vehicles

Application
Location PP

info

Mobile Service
Provider

Figure A.3. Overview of the whole system
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